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Chapter 4

Implementing the Lambda
Calculus

The last chapter has provided the necessary machinery to translate Mini-Caml into
a program schemes which are merely a straightforward extension to the lambda
calculus. The language of program schemes is already considerably simplified com-
pared to the abstract syntax of Mini-Caml. Implementing the lambda calculus
means implementing Mini-Caml.

As regular and simple as the lambda calculus is, it is still very different from the
machine language of real-world processors. Therefore, implementing the lambda
calculus still involves a number of intermediate steps until it is suitable for native
code generation. The first step is the derivation of an interpreter from the denota-
tional semantics. From that follows an interpreter written in so-called continuation-
passing style (or CPS) which is still visibly correct but closer to machine language.
The CPS interpreter induces yet another intermediate language for programs, and
a new sequence of interpreters implements CPS, each one getting closer to machine
language.

4.1 Semantics into interpretation

The denotational semantics translates straightforwardly into an interpreter.
The output of the compiler phase described in the last chapter is an object of
the type scheme in the Lambda structure:

type const =
CInt of int
| CString of string
| CChar of char

type exp =

Const of comnst

Ident of string

Builtin of string

Lambda of string * exp
Apply of exp * exp

Let of string * exp * exp
If of exp * exp * exp

type equation = string * exp
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48 CHAPTER 4. IMPLEMENTING THE LAMBDA CALCULUS

type scheme = equation list * exp

The datatype corresponding to Val is a sum type with identical structure except
for a few additions:

type value =
Unit
| EmptyList
| Int of int
| Bool of bool
| String of string
| Char of char
| Fun of (value -> value)
| Cons of value * value
| Wrong

Anticipating the demands of Mini-Caml, the value type contains a few more com-
ponents than Val:

e Unit is the value of the unit constructor () in Caml, and EmptyList represents
the empty list [].

e String and Char are constructors for the corresponding constants in Caml.

e Comns is a constructor for pairs—aggregate data structures with two arbitrary
components. In particular, they serve to implement lists.

Since the Mini-Caml abstract syntax distinguishes built-in identifiers and constants
from normal ones, both of which are constants in the view of the denotational
semantics. Therefore, the meaning function a has two counterparts in the imple-
mentation:

let eval_const c =
match c¢ with
CInt i -> Int i
| CString s -> String s
| CChar ¢ -> Char c

The meaning function for built-in identifiers is eval_builtin. The essential first-
order constants are trivial to implement:

let eval_builtin i =
match i with
"(O" -> Unit
[ "[1" -> EmptyList
| "true" -> Bool true
| "false" -> Bool false

Function constants must perform the same case analyses and injections as their
counterparts in the semantics:

| "inc" ->
Fun
(function x ->
match x with
Int x? -> Int (x’ + 1)
| _ -> Wrong)
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| "dec" ->
Fun
(function x ->
match x with
Int x’ -> Int (x’ - 1)
| _ -> Wrong)
| " eropu >
Fun
(function x ->
match x with
Int x’ -> Bool (x’ = )
| _ -> Wrong)
| npn o _s
Fun
(function x ->
Fun
(function y ->
match x with
Int x’ ->
(match y with
Int y’ -> Int (x’ + y?)
| _ -> Wrong)
| _ -> Wrong))

quality also comes in handy:

| =t >
Fun (function x -> Fun (function y -> Bool (x = y)))

Also, identifiers named as in Caml are responsible for list construction and selection:

Fun
(function x ->
Fun
(function y ->
Cons (x y)))
| "hd" ->
Fun
(function x ->
match x with
Cons (h _) ->h
| _ -> Wrong)
| "l o->
Fun
(function x ->
match x with
Cons (_ t) >t
| _ -> Wrong)
| _ -> Wrong

This list is necessarily incomplete and arbitrary.
nvironments in the denotational semantics are functions, and it is natural to
do the same in a functional programming language:

let empty_env x = raise ot_found



CHAPTER 4. IMPLEMENTING THE LAMBDA CALCULUS

let extend_env env x y =
function ->
if =x
then y
else env

Whereas the denotational semantics applies environments directly, the interpreter
goes through a function loo up_env to do this. This makes it possible to change
the representation for environments later into something more e cient without
compromising the interpreter.

The semantics for expressions corresponds to a function eval which must have
the expression to be evaluated, a function environment, and an environment. Again,
the code corresponds closely to the semantics. Constants first:

let rec eval e fenv env =
match e with
Const ¢ -> eval_const c

For identifiers, the interpreter must distinguish between locally bound identifiers,
function names, and built-ins:

| Ident i ->

(try env i

with ot_found -> fenv i)
| Builtin b -> eval_builtin b

The rest is a one-to-one transliteration of the semantics:

| Lambda (x e) ->
Fun
(function y ->
eval e fenv (extend_env env x y))
| Apply (el e ) ->
(match eval el fenv env with
Fun f -> f (eval e fenv env)
| _ -> Wrong)
| Let (x e’ e) ->
eval e fenv (extend_env env x (eval e’ fenv env))
| If (e el e ) ->
(match eval e fenv env with
Bool t ->
if t
then eval el fenv env
else eval e fenv env
| _ -> Wrong)

The same holds true for the top-level evaluation function:

let eval_program (functions e) =
let rec fenv f =
eval (List assoc f functions) fenv empty_env
in
eval e fenv empty_env
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4. ritin a e nitiona interpreter

This naive interpreter is surprisingly simple, mainly because the language being
interpreted and the language the interpreter is written (the metalanguage) in are
so similar. The correctness of the interpreter with respect to the denotational
semantics seems obvious. owever, there are a few crucial issues that require careful
consideration before the above interpreter can be deemed correct:

1. Function application in the metalanguage follows the call- y-value evaluation
strategy. Therefore, the interpreter also follows the call-by-value semantics,
even though it is textually derived from the call-by-name semantics.

. The interpreter handles parameter passing and return of the interpreted lan-
guage by parameter passing and return of the metalanguage.

. The interpreter handles binding by depending on the binding policy being the
same in interpreted language and metalanguage. Would Caml use dynamic
binding, so would the interpreted language.

4. The interpreter handles recursion with let rec rather than using an explicit
fixpoint combinator.  ence, it uses the implict fixpoint operator of the
metalanguage.

Consequently, even though the naive interpreter seems obviously correct, it makes
use of quite a few more or less arbitrary properties of the metalanguage. Were the
metalanguage to change its semantics, the language semantics would change as well.
The interpreter is—on its own—not quite de nitional yet as it delegates important
semantics issues to the metalanguage rather than taking a stand on its own.

f all the above issues, the second is the most important: Assembler program-
mers know that function application involves some fairly complicated machinery: it
may store a return address, create stack frames, advance a stack pointer and
jumps to a target address. Thus, the interpreter shown above really fails to reveal
a very important mechanism crucial to code generation at a later stage. As it turns
out, resolving the procedure application issue also solves the first issue of pinning
down an evaluation strategy. The binding policy as well as parameter passing will
turn out to be easy to handle and is therefore left to a later section. The final issue
of recursion is fortunately of little relevance as all of our intermediate languages—
including machine code—possess an implicit recursion mechanism which a compiler
can simply use.

The trick in making the interpreter definitional with respect to procedure appli-
cation and return is to have it use a more primitive notion instead of the correspond-
ing metalanguage constructs. Thus, the new interpreter will make two restrictive
assumptions:

e The metalanguage allows only function applications that are tail calls.

e The metalanguage does not allow values to be returned from function appli-
cations.

These restrictions turn procedure applications into jumps with parameter passing.
oth are mechanisms that translate straightforwardly into machine code.

The crucial idea in rewriting the interpreter to follow these restrictions is to
recognize what actually happens with a value after the interpreter has computed it:
That value is passed to some surrounding computation derived from its context.

ook at the following expression
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The interpreter computes—according to the rules of call-by-value evaluation—the

value of first, and then passes it to a computation corresponding to
the evaluation context . This context really represents the future of the
computation of . In the naive interpreter, this future is always implicit

somewhere in the folds of the implementation of the metalanguage. For effective
compilation, it is necessary to make this context computation visible. It is called
a continuation. In the terminology of the denotational semantics, it is a function

Val Val, in this case .

The new interpreter will, instead of returning the value of an expression (a fa-
cility that is no longer available), pass it to a continuation corresponding to the
context of that expression. This continuation (the current continuation) is an ad-
ditional parameter to the new eval function. For the transition to happen, it is
necessary to modify the value data type slightly: Since a function embedded in
value will also no longer be able to return directly, it must take a continuation
argument:

type value =
Unit
| EmptyList
| Int of int
| Bool of bool
| String of string
| Char of char
| Fun of (value -> continuation -> value)
| Cons of value * value
| Wrong
and continuation = value -> value

Constants are evaluated as before:

let eval_const c =
match ¢ with
CInt i -> Int i
| CString s -> String s
| CChar ¢ -> Char c

The new eval_builtin function handles first-order constants the same as before:

let eval_builtin i =
match i with
"()" -> Unit
| "[1" -> EmptyList
| "true" -> Bool true
| "false" -> Bool false

For function built-ins, the injected functions also need to accept a continuation
argument and pass their results to it. The inc function is a unary example:

| "inc" ->
Fun
(function x -> function ->

(match x with
Int x’ -> Int (x’ + 1)
| _ -> Wrong))

The whole business is somewhat more tedious for the binary case:
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| "+ >
Fun
(function x -> function ->
(Fun
(function y -> function ->

(match x with
Int x’ ->
(match y with
Int y’ -> Int (x’ + y?)
| _ -> Wrong)
| _ -> Wrong))))

nvironments are as before.
The new eval function takes a continuation argument:

let rec eval e fenv env =
match e with

The interpreter passes constants to the current continuation:
Const ¢ -> (eval_const c)
Identifiers are handled the same as before:

| Ident i ->

(try env i
with ot_found -> fenv i)
| Builtin b -> (eval_builtin b)

The abstractions embedded into value need to accept a continuation argument:

| Lambda (x e) ->
(Fun
(function y -> function ->
eval e fenv (extend_env env x y) ))

Correspondingly, application needs to provide suitable continuations so that it can
process the values further:

| Apply (el e ) ->
eval
el fenv env
(function el_val ->
eval
e fenv env
(function e _val ->
match el_val with
Fun £ -> f e _val
| -> Wrong))

The same holds true for Let:

| Let (x e’ e) —>
eval
e’ fenv env
(function e’_val ->
eval e fenv (extend_env env x e’_val) )
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as well as for the conditional:

| If (e el e ) ->
eval
e fenv env
(function e_val ->
match e_val with
Bool t ->
if t
then eval el fenv env
else eval e fenv env
| _ -> Wrong)

Itimately, the final return value of the program needs to be passed to a trivial
identity continuation:

let eval_program (functions e) =

let rec fenv f =

eval (List assoc f functions) fenv empty_env (function v -> v)

in

eval e fenv empty_env (function v -> v)
The new interpreter uses a programming technique or style known as continuation-
passing style or CPS. CPS is an important tool both in denotational semantics and
programming pragmatics. It helps in this case because the CPS interpreter has the
following properties:

1. The only non-tail calls in the program are either to metalanguage primitives
such as Int or match or to functions like eval_const or eval_builtin which
themselves contain no calls to other functions and thus could also be ex-
panded into eval. one of them requires sophisticated machinery, as they
call no other functions, and thus will typically be compiled in-line without
involving function calls. The only function which ever does something on
return is the inevitable identity continuation passed at top level. f course,
that continuation represents the empty context, and thus does nothing.

. The code is suddenly linear : Computations actually occur in the order in
which they actually happen at interpretation time. In fact, this pins down
the evaluation strategy: ven if the metalanguage were to use call-by-name,
the CPS interpreter would still implement call-by-value semantics.

very intermediate result has a name—the name of the continuation argu-
ment.

All these properties bring the CPS interpreter considerably closer to machine lan-
guage than the naive version, and is also quite definitional already. Remember that
machine language also has the following properties:

e Machine languages only have tail calls in the form of jumps. (Admittedly,
CISCs usually have non-tail calls in the form of subroutine calls as well, but
RISCs often do not.)

e Machine language is linear.

e very intermediate result has a name, either the name of a register or of a
storage location.

Still, the final objective of compilation is, of course, a compiler that translates to
machine language rather than an interpreter written in machine language. In the
compiler, therefore, it is necessary to translate our input program into CPS to make
use of its useful properties.
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4. on oca e its

The CPS transformation has yet another pleasant side-effect: So far we have ig-
nored the raise and try constructs of Mini-Caml in our translation of the lambda
calculus. The pragmatic view to implementing this is to see raise and try as
primitives. Since try is a special piece of it is necessary to transform

try ->
into
try (function () -> ) (function -> )

and have try apply the thunk that represents . With the direct-style interpreter,
the only way of implementing try and raise is by using the corresponding con-
structs in the metalanguage. This, however, explains nothing, especially since the
denotational semantics of the lambda calculus contains no provision for exceptions.
In a definitional interpreter, therefore, this solution is not acceptable.

What does try do It installs an e ception handler which a subsequent raise
invokes. Moreover, raise continues execution with the try construct. In other
words: the continuation of raise is the continuation of the handler expression in
the corresponding try. To properly handle this, the interpreter needs to propagate
an additional continuation in addition to the current one: the e ception handler
continuation. The value domain needs to be extended once more:

type value =

Unit

EmptyList

Int of int

Bool of bool

String of string

Char of char

Fun of (value -> handler -> continuation -> value)
Cons of value * value

Wrong

and continuation = value -> value
and handler = value -> value

The evaluation functions which previously accepted a current continuation argu-
ment now also accept a handler argument h:

let eval_builtin i =
match i with

aturally, all created functions must be extended. For example:

| "inc" ->
Fun
(function x -> function h -> function ->

(match x with
Int x? -> Int (x’ + 1)
| _ -> Wrong))

Analagous changes propage though the central interpreter. These are all straight-
forward, however: The interesting cases are, of course, the primitive definitions for
try and raise themselves:
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| "try" ->
Fun
(function thun -> function h -> function ->
(Fun
(function handler -> function h -> function ->
match thun with
Fun thun ’ ->

(match handler with
Fun handler’ ->
thun ’ Unit
(function exc ->
handler’ exc h )

| _ -> Wrong)
| _ -> TWrong)))

ote how the current continuation of the handler becomes the current continuation
of the try application. The raise primitive just calls the handler, discarding the
current continuation:

| "raise" ->
Fun
(function exc -> function h -> function ->
h exc)

The eval and eval_program functions essentially stay as before except for the
additional current handler h being passed around:

let rec eval e fenv env h =
match e with
Const ¢ -> (eval_const c)
| Ident i ->

(try env i

with ot_found -> fenv i)
| Builtin b -> (eval_builtin b)
| Lambda (x e) ->

(Fun

(function y -> function h -> function ->
eval e fenv (extend env env x y) h ))

| Apply (el e ) ->

eval
el fenv env
h
(function el_val ->
eval
e fenv env
h
(function e _val ->
match el_val with
Fun f -> f e _val h
| _ -> Wrong))
| Let (x e’ e) —>
eval

e’ fenv env
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h
(function e’_val ->
eval e fenv (extend_env env x e’_val) h )
| If (e el e ) —>
eval
e fenv env
h
(function e_val ->
match e_val with
Bool t ->
if t
then eval el fenv env h
else eval e fenv env h
| _ -> Wrong)

exception ot_handled

let eval_program (functions e) =
let rec fenv f =
eval
(List assoc f functions) fenv empty_env
(function _ -> raise ot_handled)

(function v -> v)

in
eval
e fenv empty_env
(function _ -> raise ot_handled)

(function v -> v)

4.4 e S rans ormation

Continuations have become so important in compiler construction that CPS war-
rants a closer look and more systematic study. Indeed, understanding CPS is a
prerequisite to many newer research papers in compiler construction. At the heart
of CPS is the CPS transformation which transforms a term in the lambda calculus
into one using explicit continuations. This new representation for lambda terms
(and, hence, the transformation) is exactly what is needed to reap the benefits of
CPS as described in the previous section.

The presentation here follows the work by Danvy and Filinski DF9

For expository purposes, we will revert to the pure lambda calculus. All results
will carry over smoothly to its applied variants. owever, the notation of application
(formerly ) will change to

The central idea of the classical CPS transformation is by Plotkin and Fischer Fis9 ,
Plo7 . Recall that the interpreter used abstractions to represent continuations. The
CPS transformation does the same.



8 CHAPTER 4. IMPLEMENTING THE LAMBDA CALCULUS

It is a function _

( , fresh)

The Fischer Plotkin CPS transformation is simple enough, and the following state-
ment states its correctness with respect to call-by-value evaluation:

et be alambda term. et furthermore be call-by-value evaluation.

Moreover, the CPS transformation has a pleasant side effect:

et be a lambda term. et furthermore be call-by-value evaluation and
be call-by-name evaluation.

The consequence of the indifference property is that the CPS-transformed term is
indifferent to the evaluation strategy: Call-by-name and call-by-value will produce
the same result on a CPS term. Consequently, the CPS interpreter is now indepen-
dent of the evaluation strategy of the metalanguage, which brings it a significant
step closer to being definitional.

nfortunately, the Fischer Plotkin CPS transformation is not suitable for direct
application in realistic compilers: it produces humungous result terms. For example,
the CPS version of is this:

This term contains a large number of redexes—in addition to the redex
already present in the original term. Reducing those administrative rede es leads
to the following, much more acceptable term:

ence, for practical intents and purposes, the Fischer Plotkin CPS transformation
needs to be accompanied by a post-reducer which removes the reductions intro-
duced by the vanilla transformation. This approach has the disadvantage that it
still constructs the intermediate, large CPS term only to replace it immediately
by something much smaller. It is much more desirable to compute the final result
directly without large intermediate terms.
The method to achieve this on-the- y post-reduction is to classify the ab-
stractions and applications on the right-hand sides of the transformation into those
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which will be part of an administrative redex and those which will not. With
the straightforward Fischer Plotkin transformation, this is not possible—some ab-
stractions and applications sometimes do take part in adminstrative redexes, and
sometimes do not. owever, it is possible to perform expansion on the right-hand
sides in a few, select instances, and then perform the classification.

The new transformation resulting from this has annotations on each  and each

indicating its classification:  is for static abstractions that are part of admin-
istrative redexes (and therefore do not show up in the result term), and _ is for
dynamic abstractions which definitely are part of the transformed term. Analo-
gously, _ denotes a dynamic application, and  a static one. The reformulation of
the transformation is due to Danvy and Filinski DF9 | hence:

et be a lambda term. The Danvy ilinski CPS ransformation is a function

ote that, in this definition, stands for a continuation at transformation time;
only ever appears in the output of the transformation
The corresponding correctness statement is this:

For alambda term , _ is  -equivalent to the corresponding result
term of the Fischer Plotkin transformation.

The implementation of the Danvy Filinski transformation is straightforward: Static
abstractions and applications become the corresponding constructs in the metalan-
guage, and their dynamic counterparts become syntax constructors.

The introduction of additional redexes allows for the classification of the ap-
plications and abstractions of a lambda term. Mostly, they participate in adminis-
trative redexes and therefore do not show up in the resulting term. owever, there
is an exception:

The residual term still contains an redex introduced by the CPS transformation.
This has potentially serious consequences, as the application in the original term is a
tail call. Some modern programming languages based on the lambda calculus (most
notably Scheme) demand that tail calls do not create new continuations. owever,
the above redex is just that.

Therefore, it is necessary to augment the transformation to guard against this
case. The idea is to duplicate the transformation rules: A new version of the rules
is for trivial continuations of the form  _  ; the new rules avoid building the
redex in the residual rules. The copied rules are called _ in the following definition.

et be alambda term. The tail-recursive Danvy ilinski CPS ransformation is
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a function _

ote that Theorem 4. requires a slight reformulation: The result of transforming
aterm into CPS in a dynamic context is given by _

4. mp ementin t e S rans ormation

For implementing the CPS transformation, it is necessary to look at the form of the
lambda terms generated by the transformation. It turns out that the transformation
creates only a subset of all lambda terms; this subset lends itself to a specialized
representation which makes implementing the transformation easier:

The output of the tail-recursive Danvy Filinski CPS transformation, _ , is
exactly the language of the following grammar with start symbol top-exp .

val-exp const var var exp
exp val-exp
I var val-exp exp
val-exp exp | exp
val-exp  val-exp var  exp
val-exp  val-exp
top-exp exp

ote that Theorem 4.7 is in light of a CPS transformation with the following rules
for the applied lambda calculus:

l

|

l l

This straightforward rule for  unfortunately has a pragmatic problem: The trans-
formation propagates the context of an  term into both its branches, thereby
duplicating it. For example, the lambda term

l l

results in a rather large CPS term:
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This excessive code duplication is undesirable in realistic compiler. It may there-
fore be preferable to cut off the context before moving onto the branches of an
expression:

l

With this rule in place, the CPS transformation is again linear : The size of the
output terms is linear in the size of the input terms. The new translation also
introduces a new rule into the grammar for CPS terms:

exp l var  exp exp

ow the machinery is in place to actually implement the transformation. The most
straightforward method would be to translate Lambda exp terms into Lambda exp
terms. owever, this loses precious information from the CPS transformation: The
residual terms do not distinguish between continuations and ordinary values, and it
isdi cult to special-case on the subset of Lambda exp terms that the transformation
produces. Theorem 4.7 provides the basis for a more specialized representation of
CPS terms which goes into the interface of a structure named Cps:

type ident = string

type valexp =
Const of Lambda const
| Ident of ident
| Builtin of ident
| Lambda of ident * ident * exp
and exp =
eturn of ident * valexp
| Let of ident * valexp * exp
| If of valexp * exp * exp
| Call of valexp * valexp * cont
| ailCall of valexp * valexp * ident
| LetCont of ident * cont * exp
and cont = ident * exp
and cps = WithCont of ident * exp
and program = (ident * cps) list * cps

The transformation requires two identifiers, a unique constant one for continuations:
let 1 = ename generate_unique " "

and a seed for fresh normal identifiers:
let ai = "a"

The implementation of the transformation proper very closely follows the Danvy Filinski
formulation. First, the counterpart for _

let rec from_lambda_1 e =
match e with
Lambda Const c -> (Const c)
| Lambda Ident i -> (Ident i)
| Lambda Builtin b -> (Builtin b)
| Lambda Lambda (x e) ->
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(Lambda (x i from_lambda_ e 1))
| Lambda Apply(el e ) ->
from_lambda_1 el
(function vl ->
from_lambda_1 e
(function v ->
let a = ename generate_unique ai in
Call (v1 v (a (Ident a)))))
| Lambda Let(x e’ e) ->
from_lambda_1 e’
(function v’ ->
Let(x v’ from_lambda_1e ))
| Lambda If(e el e ) ->
let a = ename generate_unique ai in
LetCont( i (a (Ident a))
from_lambda_1 e
(function v ->
If(v from_lambda_ el i from_lambda_ e 1i)))

ow

and from_lambda_ e i =
match e with
Lambda Const ¢ -> eturn ( i Const c)
| Lambda Ident i -> eturn ( i Ident i)
| Lambda Builtin b -> eturn ( i Builtin b)
| Lambda Lambda (x e) ->
eturn ( i (Lambda (x i from_lambda_ e 1i)))
| Lambda Apply(el e ) ->
from_lambda_1 el
(function vl ->
from_lambda_1 e
(function v ->
ailCall (vl v i)))
| Lambda Let(x e’ e) ->
from_lambda_1 e’
(function v’ ->
Let(x v’ from_lambda_ e 1))
| Lambda If(e el e ) ->
from_lambda_1 e
(function v ->
If(v from_lambda_ el i from_lambda_ e i))

Two trivial functions take care of top-level expressions and program schemes:

let from_lambda_top e = WithCont( i from_lambda_ e i)

let from_lambda (equations body) =
(List map
(function (name e) -> (name from_lambda_top e))
equations
from_lambda_top body)
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4. mp ementin S

f course, the new representation requires a new interpreter formulated by spe-
cializing the original CPS interpreter for the standard lambda calculus. Thus, it
reverts to explicitly passing around exception handlers and continuations. The value
domain adds a Cont constructor:

type value =
Unit
| EmptyList
| Int of int
| Bool of bool
| String of string
| Char of char
| Fun of (value -> handler -> continuation -> value)
| Cont of continuation
| Cons of value * value
| Wrong
and continuation = value -> value
and handler = value -> value

The interpreter starts with constants:

let eval_const c =
match c with
Lambda CInt i -> Int i
| Lambda CString s -> String s
| Lambda CChar c¢ -> Char c

The eval_builtin function is the same as the one in the CPS interpreter for the
ordinary lambda calculus as well as the functions for handling environments. The
eval function is responsible for Cps exp terms:

let rec eval e fenv (env  Cps ident -> value) h =
match e with
eturn (i ve) ->
let v = eval_val ve fenv env in
let Cont = env i in
v
| Let (x ve e) ->
eval e fenv (extend_env env x (eval_val ve fenv env)) h
| If (ve el e ) —>
(match eval_val ve fenv env with
Bool t ->
if t
then eval el fenv env h
else eval e fenv env h)
| Call(vel ve <c) ->
let vl = eval_val vel fenv env in
let v = eval_val ve fenv env in
let Cont = eval_cont c¢c fenv env h in
(match vl with
Fun f -> f v h
| _ -> Wrong)
| ailCall(vel ve i) ->
let vl = eval_val vel fenv env in
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let v = eval_val ve fenv env in

let Cont = env 1 in

(match v1 with
Fun £f -> f v h

| _ > Wrong)

| LetCont( i c e) ->

eval e fenv
(extend_env env i (eval_cont c fenv env h))
h

The eval_val function handles terms of type Cps valexp:

and eval_val ve fenv env =
match ve with
Const ¢ -> eval_const c
| Ident i ->
(try env i
with ot_found -> fenv i)
| Builtin b -> eval_builtin b
| Lambda(x i e) ->
Fun
(function y -> function h -> function ->
eval e fenv

(extend_env (extend_env env x y) 1 (Cont ))
h)

The eval_cont function handles terms of type Cps cont:

and eval_cont (x e) fenv env h =
Cont
(function v ->
eval e fenv (extend_env env x v) h)

Finally, eval_top handles top-level expressions:

let eval_top t fenv =
match t with
WithCont ( i e) ->
eval e fenv
(extend_env empty_env i (Cont (function v -> v)))
(function _ -> raise ot_found)

The new eval_program evaluates the right-hand sides of the program scheme equa-
tions prior to interpretating the body, to more closely model the semantics of Caml:

let eval_program (equations body) =
let rec fenv f =
eval_top (List assoc f equations) fenv
in
eval_top body fenv



